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Sorting Out the Genome

Brian Hayes

All through the 1930s, mem-
bers of the famous Drosophila 

group at Caltech roamed the American 
West collecting fruit flies for genetic 
analysis. One discovery to come from 
these expeditions was an abundance 
of genetic inversions: blocks of genes 
that had flipped end-over-end. Flies 
from one geographic region might 
have a certain set of genes in the order 
 abcdefg, but a population elsewhere 
could harbor the sequence dcbae fg, 
with the first four genes inverted. A 
further reversal, affecting a different 
block of genes, could produce an or-
dering such as dc f eabg. Theodosius 
Dobzhansky and Alfred H. Sturtevant, 
two of the leading Drosophilists, point-
ed out that such genetic rearrangements 
could help in reconstructing the family 
tree of the flies. More reversals would 
indicate greater evolutionary distance.

The variations discovered by Dob-
zhansky and Sturtevant could be ex-
plained by reversing just one or two 
blocks of genes. Later, when gene or-
der was studied in a broader range 
of organisms, more complex patterns 
emerged. In the 1980s Jeffrey D. Palmer 
and Laura A. Herbon of the University 
of Michigan were measuring the pace 
of evolutionary change in plants of the 
cabbage family. Looking at the DNA in 
mitochondria (the energy-producing 
organelles), they found that the genes 
had been jumbled by multiple random 
reversals. Transforming cabbage into 
turnip took at least three reversals. 
More distant relatives such as cabbage 
and mustard appeared to be separated 
by a dozen or more reversal events—
they could only estimate how many.

If these genetic flip-flops are to 
serve as an evolutionary clock, we 

need a reliable way to count them. 
Given two arrangements of a set of 
genes—say abcde fg and f e bagcd—
how do you determine what sequence 
of reversals produced the transforma-
tion? This example has a three-step 
solution, which you can probably find 
in a few minutes with pencil and pa-
per. For larger genomes and longer 
chains of reversals, however, trial-
and-error methods soon falter. Is there 
an efficient algorithm for identifying 
a sequence of reversals that converts 
one permutation into another?

The genetic reversal problem lies at 
the intersection of biology, mathemat-
ics and computer science. For some 
time, the prospects for finding a sim-
ple and efficient solution seemed dim, 
even with the most powerful tools of 
all three disciplines. But the story has 
a happy ending. A little more than a 
decade ago, computing gene reversals 
was still a subtle research problem; 
now it can be done with such ease 
that it’s a matter of routine technol-
ogy. If you need to know the “reversal 
distance” between two genomes, you 
can go to a Web site and get the an-
swer in seconds.

Ordering Breakfast
Before getting tangled up in loopy 
strands of DNA, consider a warm-up 
exercise: flipping pancakes. You are 
given a stack of n pancakes, no two the 
same diameter, and asked to sort them 
in order of size, with the smallest on 
top and the largest on the bottom. At 

each step in the sorting process, you 
insert a spatula anywhere you choose 
within the stack, then flip over all the 
pancakes above the spatula. No other 
manipulations of the stack are allowed. 
How many flips are required to get the 
pancakes in order?

Here’s one pancake-sorting algo-
rithm. First find the largest pancake, 
put the spatula under it, and turn over 
the part of the stack above that point. 
Now the largest pancake is on top, so 
flipping the entire stack of n pancakes 
puts it in its proper position at the bot-
tom. From here on, the bottommost 
pancake will never be moved again. 
Next, choose the second-largest pan-
cake, make a flip to bring it to the top, 
and then flip n–1 pancakes to place the 
second-largest in its permanent place 
atop the largest. After bringing the 
third-largest to the top, flip n–2 pan-
cakes, and so on until the whole stack 
is sorted. Placing each pancake takes 
two flips, and so the entire procedure 
requires 2n steps. (Or maybe 2n–1. Or 
2n–3. Some of the final flips are not 
really needed.)

This algorithm provides a naive up-
per bound: It shows that sorting the 
stack can’t require more than about 
2n steps, but the possibility remains 
that some other method could do bet-
ter. In the 1970s such an improved al-
gorithm was devised by Christos H. 
Papadimitriou, then of Harvard Uni-
versity, and William H. Gates, an un-
dergraduate at that institution (who 
soon dropped out to start a software 
company). The Gates-Papadimitriou 
algorithm sorts any stack of pancakes 
in (5n+5)/3 moves, which for large n 
is essentially equal to 5⁄3 n. Gates and 
Papadimitriou also established a lower 
bound, showing that some pancake 
stacks cannot be sorted in fewer than 
17⁄16 n steps; the lower bound has since 
been raised slightly to 15⁄14 n. The range 
defined by these upper and lower 
bounds is probably narrow enough 
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to cope with any practical problems 
arising at the pancake griddle. From 
a mathematical point of view, how-
ever, the pancake problem remains un-
solved: The exact number of flips need-
ed to sort n pancakes is unknown.

Gene flipping has a lot in common 
with the pancake problem, but there 
are differences as well. With pancakes, 
you are not allowed to reach into the 
middle of the stack and change the 
internal order; you can only reverse 
subsequences of pancakes at the top of 
the pile. In the case of genes lined up 
along a chromosome, there’s no reason 
to enforce such a constraint. Any block 
of genes can be inverted, whether it’s 
at either end of the chromosome or in 
the interior. This additional freedom 
ought to make permuting genes some-
what easier than flipping flapjacks.

On the other hand, the genetic prob-
lem is harder in a different way. Pan-
cake sorting has mostly been treated 
as a quest for worst-case results. The 
quantity of primary interest is not the 
number of flips needed for any par-
ticular stack of n pancakes but rather 
the maximum for all possible stacks of 
height n. Solving the biological prob-
lem calls for a finer level of detail: A ge-
neticist would like to know the reversal 
distance between particular gene con-
figurations seen in nature. Knowing the 
maximum for all n-gene chromosomes 
would not be nearly as helpful.

Gene Sorting
Geneticists give Drosophila genes 
charming names like groucho, kojak and 
dreadlocks, but for algorithmic purpos-
es it’s a lot easier to just number them. 
From this point of view a chromosome 
is nothing more than a permutation of 
the numbers from 1 through n.

The goal is a method for finding the 
reversal distance between any two per-
mutations, such as 31524 and 41235. 
Because the labeling of the genes is ar-
bitrary, however, we can always assign 
the numbers in such a way that one 
configuration is the canonical permuta-
tion 123. . .n, with the integers in as-
cending order. Then the task is simply 
to sort the other permutation, finding a 
sequence of reversals that restores it to 
the canonical order. Instead of convert-
ing 41235  into 31524 , we can sort 
the sequence 52413 into its canonical 
order 12345; the operations required 
are identical.

Can every permutation be sorted by 
some series of reversal moves, with-

The reversal distance between two genomes—the minimum number of reversals needed to 
convert one permutation into the other—can serve as a measure of evolutionary divergence. 
The calculated reversal distance between D. melanogaster and D. miranda is 13. The sequence 
of 13 reversals shown here is one possible pathway for the transformation, although it is prob-
ably not unique. The pathway was generated by the GRIMM software of Glenn Tesler.

Nature reshuffles the deck: Two species of the fruit fly Drosophila have the same complement 
of genes, but they are arranged very differently. The mixing is caused mainly by occasional 
reversal events, in which a block of contiguous genes turns 180 degrees. But it’s not obvious 
just what sequence of reversals created the particular permutation seen here. The genes have 
been numbered arbitrarily to put the D. miranda genome in canonical order. The illustration 
is based on an analysis by Carolina Bartolomé and Brian Charlesworth.
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out any need for other kinds of opera-
tions? A simple variation on the naive 
pancake-flipping algorithm supplies 
an affirmative answer. From any start-
ing configuration, there must be some 
block of genes that can be rotated 180 
degrees to bring gene 1 into its cor-
rect, leftmost position. Thereafter some 
other block can be flipped to put gene 
2 in its proper place; moreover, this 
can be done without disturbing gene 
1. Here is the full sequence of reversals 
that sorts our five-digit example (the 
underline designates the segment that 
is about to be reversed):

5 2 4 1 3
1 4 2 5 3
1 2 4 5 3
1 2 3 5 4
1 2 3 4 5

Using this left-to-right algorithm, 
the five genes are sorted with four re-
versals. It’s not hard to see that any 
n-element array can be sorted by the 
same method in at most n–1 reversals. 
The procedure is similar to the bottom-
up pancake algorithm, but because we 
don’t have to work only from one end 
of the chromosome, each gene can be 
put in its place with a single flip rather 
than two.

Unfortunately, the left-to-right algo-
rithm cannot always be counted on to 
find the shortest sequence of reversals 
for sorting a chromosome. In this ex-

ample, four steps is not the minimum; 
there is a three-step sequence that ac-
complishes the same task:

5 2 4 1 3
5 2 1 4 3
1 2 5 4 3
1 2 3 4 5

But there is no obvious logic behind 
this series of moves, so the question 
becomes: How do you find such 
shorter pathways, and how do you 
know when you’ve found the shortest 
route of all?

The importance of identifying the 
shortest reversal sequence is not that 
we need a high-performance algorithm 
for sorting genes on chromosomes. 
Sorting the genes is not really the 
point. The shortest pathway matters 
because it is the best available estimate 
of the true reversal distance between 
two genomes—the measure of their 
evolutionary kinship.

In general, we can’t reconstruct the 
actual course of an evolutionary pro-
cess with any certainty, but parsimony 
argues that short and direct pathways 
are more likely than long, zigzag ones. 
A change in gene order from 123 to 
321 might have come about through 
a multistep transformation such as 
123 → 213 → 312 → 321, but the sin-
gle reversal 123 → 321 is usually a bet-
ter guess. Thus the shortest pathway is 
always the starting point for inferring 

a phylogeny. (The shortest series of re-
versals is not necessarily unique; there 
may be several reversal pathways of 
the same minimal length.) 

Breakpoints
In sorting out the process of sorting by 
reversals, a good place to begin is with 
the work of John Kececioglu, now of 
the University of Arizona, and David 
Sankoff of the University of Ottawa. 
They were not the first to write about 
the problem, but they were the first to 
make substantial progress on it, start-
ing in the early 1990s. Their principal 
tool was the concept of a breakpoint.

A breakpoint appears wherever a 
permutation brings together two non-
consecutive numbers. For example, 
this eight-element permutation has 
two breakpoints, marked with carets:

2 1
^
6 5 4 3

^
7 8.

A segment not interrupted by a break-
point is called a strip; it consists of con-
secutive numbers in either ascending 
or descending order. The importance 
of breakpoints is that the canonical per-
mutation has none. Thus any proce-
dure that keeps reducing the number of 
breakpoints until the count reaches zero 
is a method for sorting a permutation. 
(A complication is that both the forward 
permutation 123. . .n and the backward 
one n . . .321 are without breakpoints. 
The remedy is to augment the sequence 
with “anchoring” elements 0 and n+1, 
which compel the sorting algorithm to 
choose the forward direction.)

Breakpoint analysis suggests a low-
er bound on the complexity of sorting 
by reversals. A reversal can create or 
destroy breakpoints only at the ends of 
the segment being reversed; it follows 
that a single reversal can eliminate at 
most two breakpoints. If the initial per-
mutation has m breakpoints, no sorting 
procedure can possibly eliminate all of 
them in fewer than m/2 reversals.

Kececioglu and Sankoff devised a 
sorting algorithm that comes within 
a factor of two of this limit; in other 
words, the algorithm’s maximum 
number of reversals will not exceed the 
number of breakpoints in the original 
permutation. The algorithm employs a 
“greedy” strategy: At each stage in the 
computation it maximizes the number 
of breakpoints removed. If there is an 
opportunity to eliminate two break-
points, that move is given higher pri-
ority than all reversals that remove just 
one breakpoint, etc.

Signed reversals are rearrangements that take into account not only the position of each gene but 
also its orientation. Genome-sorting algorithms incorporate the directionality of DNA by giving 
each gene a plus or a minus sign; reversing a block of genes inverts their order and changes their 
signs. Here a five-element signed permutation is sorted in five steps. In each row the genes to 
be reversed next are highlighted with a bright outline. Note that the first step inverts a single 
gene, something that would never be done in sorting an unsigned permutation. The flanking 
elements 0 and 6 serve to anchor the ends of the genome, breaking the left-right symmetry. 
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A focus on breakpoints makes in-
tuitive sense in sorting permutations. 
After all, the breakpoints are the posi-
tions where the numbers are out of 
order, whereas the strips are already 
sorted. This line of reasoning leads to 
the conjecture that an optimal algo-
rithm for sorting by reversals should 
operate only at breakpoints, never cut-
ting the permutation within a strip. 
Unfortunately, the conjecture does 
not hold. Consider the permutation 
3412, which has a single breakpoint, 
between the 4 and the 1. Sorting with 
an algorithm that never cuts a strip 
takes three reversals: 3412→ 4312→
4321→ 1234. But another sequence 
gets to the goal in just two reversals: 
3412→ 1432→ 1234.

Kececioglu and Sankoff’s greedy al-
gorithm runs efficiently but gives only 
approximate results. They also de-
scribed a program that makes the op-
posite tradeoff, finding the optimum 
sorting sequence but paying a penalty 
in running time and memory require-
ments. At the heart of this algorithm 
is a routine that may have to examine 
every possible sequence of reversals 
for sorting the given permutation. The 
number of such reversal sequences 
grows exponentially with n; indeed, 
the worst-case rate of growth exceeds 
nn. By means of a “branch and bound” 
strategy Kececioglu and Sankoff were 
able to greatly reduce the number of 
sequences considered, but the worst-
case performance remains exponential, 
and their program was able to find ex-
act solutions only up to about n = 30. 

In 1995 Kececioglu and Sankoff spec-
ulated that optimal sorting by reversals 
belongs to the class of computation-
al problems designated “NP-hard.” 
These are problems for which—bar-
ring miracles—only exponential algo-
rithms will ever be found. Two years 
later Alberto Caprara of the Univer-
sity of Bologna proved that finding the 
shortest sequence of reversals for sort-
ing an arbitrary permutation is indeed 
NP-hard.

Signs of Change
If a problem is too hard to solve, do 
you look for a simpler one? In this 
case the response was just the oppo-
site. Attention turned to a more elabo-
rate variant of the sorting-by-reversals 
problem. And, surprisingly, efficient 
solutions to this variant soon emerged. 
Furthermore, as a bonus, the variant 
problem offers a more faithful mod-

el of the biological process by which 
genes get jumbled.

To explain this strange twist in the 
plot, I need to introduce a crucial fact 
about genetic information that I have 

neglected mentioning up to now. Each 
gene on a chromosome has not only a 
position but also an orientation; think 
of a gene as an arrow rather than a line 
segment. Like the letters in a word of 

Mathematical graph theory is the primary tool for calculating reversal distance. A graph consists 
of vertices (or dots) and edges (lines that connect the vertices). In this graph of a 10-element un-
signed permutation (with additional anchoring elements 0 and 11) there are two kinds of edges. 
Solid edges (top) join each element to its immediate neighbors in the permutation; dotted edges 
(middle) join numerically consecutive elements. Of special importance in the analysis of rever-
sals are alternating cycles in the graph: closed loops formed by traversing first a solid edge, then 
a dotted edge, and so on. A reversal can create or destroy at most one cycle, and so the number 
of cycles provides an estimate of the reversal distance. Here five cycles are identified (bottom). 
However, for unsigned permutations, finding the maximum cycle decomposition is itself a hard 
problem, and so this technique does not lead to an efficient reversal-distance algorithm. 

The cycle graph for a signed permutation is more elaborate but more tractable than the un-
signed structure. The first step in building the graph is to replace the signed permutation of n 
elements with a new unsigned “image” permutation of 2n elements (augmented by 0 and 2n+1). 
A signed element x becomes a pair of elements 2x–1 and 2x. If x is envisioned as an arrow point-
ing left for –x and right for +x, then 2x always goes in the head of the arrow, and 2x–1 in the tail. 
Solid edges join physically adjacent vertices, and dotted edges connect numerically consecutive 
elements, but with a special proviso: No edges connect the 2x and 2x–1 vertices derived from a 
single signed element. In other words, no edges are drawn inside an arrow. Counting the cycles 
in the graph is easy. Because each vertex receives one solid edge and one dotted edge, there is 
only one way to decompose the graph into alternating cycles.
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text, the sequence of nucleotides in a 
strand of DNA reads correctly in only 
one direction. Thus when two genomes 
are compared, it’s necessary to match 
both the order of the genes along the 
chromosome and the direction of each 
gene. Early methods of mapping genes 
gave no information about their direc-
tion, and so the issue was ignored. With 
instruments that can read nucleotide 
sequences directly from a molecule of 
DNA, data on gene orientation is be-
coming more readily available.

A chromosome with oriented genes 
corresponds to a signed permutation, 
one where each element in the set 
123. . .n has either a plus or a minus 
sign. Genes facing one way are posi-
tive, those with the opposite direction 
are negative. Reversing a segment of 
the chromosome inverts the order of 
the genes and also changes all their 
signs. For example, the signed per-
mutation +3 –1 –2 +4 has the inverse 
–4 +2 +1 –3. To sort a signed permuta-
tion, you find a series of reversals that 
arranges the genes in ascending order 
and makes all the signs positive. Go-
ing back to the breakfast table again, 
the corresponding task is known as 
the burnt pancake problem: The pan-
cakes have to be stacked in order of 
size with the blackened sides down.

Common sense argues that signed 
permutations must surely be harder 
to sort than unsigned ones. There are 
more constraints and more variables. 
The trouble with this reasoning is not 
that it gives the wrong answer but that 
it answers the wrong question. In gen-
eral, sorting a signed permutation does 
take more work than sorting an un-
signed one—but the efficiency of sort-
ing is not at issue. What’s wanted is not 
a sorting of the genome but a measure 
of the number of reversals needed to 
sort it, and that is indeed easier to cal-
culate with a signed permutation.

Leaping Hurdles
The idea that overturned everyone’s 
thinking about reversal sorting came 
from Pavel A. Pevzner of the Univer-
sity of California, San Diego, working 
in collaboration first with Vineet Baf-
na, also of San Diego, and then with 
Sridhar Hannenhalli of the Univer-
sity of Pennsylvania. They presented 
their sorting scheme in the language of 
mathematical graph theory—the sci-
ence of dots and lines. The illustrations 
on page 389 show the construction of 
some of the graphs that enter into the 

sorting method. The process has its in-
tricacies, including the replacement of 
a signed permutation of the numbers 1 
through n by an unsigned permutation 
of 1 through 2n.

Recently Anne Bergeron of the Uni-
versité du Québec à Montréal has giv-
en an alternative explanation of the 
same algorithm, presenting it more 
directly in terms of the original signed 
permutation. The account that follows 
is based on Bergeron’s work.

The key concept is that of an “ori-
ented pair”: two numbers, found 
anywhere within the permutation, 
that have opposite signs but are con-
secutive when you ignore the signs. 
Bergeron observes that a reversal that 
brings these numbers together will also 
give them like signs. The process is 
easier to understand with an example. 
Consider the six-element permutation 
0 +3 +1 +6 +5 –2 +4 +7 (shown flanked 
by the “anchoring” elements 0 and 7, 
which will never move). The permuta-
tion has two oriented pairs, namely 
+3 –2 and +1 –2, and each of these can 
be reunited in two ways. For example, 
reversing the segment +6 +5 –2 brings 
the 1 and the 2 together in their correct 
order and leaves both with a plus sign, 
whereas reversing +3 +1 +6 +5 creates 
the subsequence –3 –2.

Bergeron derives deterministic rules 
for identifying oriented pairs and 
choosing which of the pairs to reunite 
next. The rules favor reversals that 
leave positive numbers in ascending 
order and negative numbers in de-
scending order. They also give prece-
dence to whichever reversal creates the 
largest number of new oriented pairs. 
In this case, the +3 +1 +6 +5 reversal 
scores highest, generating four orient-
ed pairs. The rules can now be applied 
again to choose another optimal re-
versal. Continuing in this way brings 
the original permutation to canonical 
order in five steps:

0 +3 +1 +6 +5 –2 +4 +7
0 –5 –6 –1 –3 –2 +4 +7
0 –5 –6 –1 +2 +3 +4 +7
0 –5 –6 +1 +2 +3 +4 +7
0 –5 –4 –3 –2 –1 +6 +7
0 +1 +2 +3 +4 +5 +6 +7

This is the shortest possible reversal-
sorting sequence.

The procedure explained by 
Bergeron is guaranteed to reach a per-
mutation in which all elements have 
plus signs. Usually, that permutation 
is the canonical one, and so the task 

of sorting is completed. However, 
there are exceptional permutations for 
which the algorithm fails, and further 
steps are needed. This is not an arte-
fact of Bergeron’s simplified version; 
the problem is with the underlying al-
gorithm and can be traced to subtle 
features of the graphs that describe 
the permutations. Pevzner and his col-
leagues named these disruptive struc-
tures hurdles, and there are even rarer 
impediments known as superhurdles 
and fortresses. In an early version of 
the algorithm the hurdles could not be 
overcome. Hannenhalli and Pevzner 
later found a series of intricate maneu-
vers that can clear all the varieties of 
hurdles, and so the measurement of 
reversal distance is now exact.

The Happy Ending
The algorithm published by Hannen-
halli and Pevzner finds the optimum 
sequence of reversals in an amount of 
time proportional to n4. Others soon 
improved this bound to n3 and n2. Eric 
Tannier and Marie-France Sagot of the 
Université Claude Bernard in France 
apparently hold the current record: 
n√

—
n

—
lo

—
g n. If you simply want to know 

the length of the shortest sequence of 
reversals (without seeing the sequence 
itself), there is a linear method, taking 
time proportional to the first power of 
n. Even the slowest of these algorithms 
is immeasurably more efficient than an 
exponential method, and they can all 
cope with any realistic biological data.

Several authors have implemented 
reversal-sorting algorithms in publicly 
available software. Of particular note 
is a Web site called GRIMM, created 
by Glenn Tesler of the University of 
California, San Diego, which calculates 
the optimum sequence of reversals for 
any pair of signed permutations. On 
a lighter note, the online version of 
this column includes an interactive il-
lustration that will allow you to try 
your own hand at finding an optimum 
series of reversals for small random 
permutations.

The decade-long effort to solve the 
sorting-by-reversals problem stands 
as a model of interdisciplinary collabo-
ration. The question that inspired the 
work in the first place was of genu-
ine importance to biology, but it also 
turned out to hold real interest for 
mathematicians and computer sci-
entists, who might well have tackled 
the problem even if it didn’t have an 
appealing application. I suspect that 
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some of the competitive fine-tuning 
of algorithms goes beyond the actual 
needs of biologists, but those whose 
main interests are computational de-
serve to have their fun too.

In any case, there are plenty of bi-
ological challenges that remain to be 
mastered. The abstract version of the 
sorting problem implicitly assumes 
that all segments of a chromosome are 
equally likely to be reversed. Biologists 
know that there are actually biases fa-
voring some segments, or some junc-
tions between segments. Furthermore, 
reversals of chromosomal segments are 
not the only mechanism for mixing up 
the genome. In organisms with multiple 
chromosomes, there are also transposi-
tions, fissions and fusions to be taken 
into account. Genes are duplicated or 
deleted. DNA is not, in the end, just a 
permutation of signed numbers, and 
yet it’s impressive how much can be 
gleaned from such simple models. 
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