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ICOM 6005: Final Exam: Name:__________________________________________


Department of Electrical and Computer Engineering

University of Puerto Rico

Mayaguez Campus

ICOM 6005 – Database Management Systems Design
Spring  2003
Final Exam 

	Name:


	_______________________________________________

	Student Number:


	_______________________________________________

	Section:


	_______________________________________________


Instructions:

1. Write your name on all pages of this exam now!

2. You have from 9:30 AM to 1:30 PM to complete this exam. Use your time wisely. Do not spend too much time on a problem, when you can work on others.

3. There are five problems for a maximum score of 110 points, but your score will be averaged using 100 points. Complete as many problems as you can, and earn as many points as possible

4. Read each question carefully, and show all the work you used to generate your answer.

5. To receive partial credit, you must show all the work you used to generate your answer.
GOOD LUCK!
Scores

	1
	/20

	2
	/20

	3
	/20

	4
	/20

	5
	/20

	6
	/10

	Total
	/100


Problem 1. (20 points) True or False about general concepts

Determine whether each of the following statements is true or false. For those that you declare as false, your must explain your answer.

a) (5 pts) A given query Q can be solved using either left-deep plans, or bushy plans. The main difference is the cost between the solutions.
b) (5 pts) Given a relation R, we can define the following access path on R, and use them during normal system operation:
· Clustered B+-tree on an attribute A of R.

· Unclustered B+-tree on attributes C, B of R 

· Clustered Hash index on attribute D of R.

Problem 1 (continuation)
c) (5 pts) The 2-Phase locking protocol used to support transaction processing is guaranteed to be error-free.
d) (5 pts) Of the join methods discussed in class, Hash Join is the one that requires the most memory in order to perform efficiently. 

Problem 2. (20 points) Understanding of query evaluation
Consider a join operation with between two tables R and S with the following information:

· Cardinality of R = 25,000 tuples, number of pages in R = 2,500

· Cardinality of S = 30,000 tuples, number of pages in S = 3,000

· Memory pages available for the DBMS to run the join = 68

With this information, answer the following:

a) (5 pts) If we execute the join using a nested-loops join, which should be the inner relation?

b) (5 pts) Estimate the number of I/Os to run this join using  a nested loops join.

Problem 2 (Continuation)
c) (5 pts) Estimate the number of I/Os to run this join using  a page-at-a-time nested loops join.
d) (5 pts) Estimate the number of I/Os to run this join using  a Blocked nested loops join?

Problem 3 (20 points) Understanding of Indexing
Consider the following relation:

· Branch(bid, name, city, rating, accounts, assets) – Information about the braches of a bank. The columns indicate the branch id number, the branch name, the city of location, the customer rating, the number of active accounts, and the total amount of assets in the branch. The underlined attributes form the key of the relation.
The DBMS catalog holds the following information for this table:

1. SF for assets < $1,000,000 is .50

2. SF for rating = 10 is .05

3. Unclustered B+-tree index defined on (bid,name)

4. Unclustered Hash index defined on rating

5. Clustered B+-tree index defined on (assets, accounts)

6. Unclustered B+-tree index on (city, assets)

Suppose that the DBMS receives the following query:


SELECT bid, name, assets


FROM Branch


WHERE assets < $1,000,000


AND accounts <= 5000


AND rating = 10;
Using this information answer the following questions:

a) (5 pts) Which are the indices matched by this query? Justify your answer
b) (5 pts) What is the selectivity factor of the where clause? Justify your answer
Problem 3 (Continuation)
c) (10 pts) Rank the predicates in the where clause in increasing order of selectivity (expected number of pages to retrieve).
Problem 4. (20 points) Understanding of query Optimizers
Reusing the relations from problem 3, write an SQL expression for each of the following queries:

a) (10 pts) Discuss the advantages and disadvantages between left-deep plans and bushy plans, in terms of execution costs, and complexity of implementation for the query optimizer.
Problem 4 (continuation)

b) (10 pts) Discuss the advantages and disadvantages between Sort-Merge Join and Hash Join, in terms of costs, memory requirements, and complexity of implementation.
Problem 5 (20 Points) Understanding of 2 Phase Locking
Consider the following schedule for three transactions T1, T2 and T3:

T1

T2

T3





R(A)

R(A)

R(B)


R(C)

A = 2 * A
R(E)


C = C + A       W(A)

B= E


R(B)

Commit
W(B)


A = B



Commit

W(A)


Commit

a) (10pts) Identify the problems that a unrestricted concurrent execution of this schedule might cause to the database? 
Problem 5 (Continuation)
b) (10 pts) Provide a serialized schedule for these transactions using the regular 2 Phase Locking Protocol (i.e. locks can be requested at any time during the execution of the transaction).
Problem 6 . Course evaluation (10 points)
What aspects of the course you liked the most? (5 pts)

What aspects of the course you disliked the most? (5 pts)




































































































































